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ABSTRACT

In this paper, we argue that realizing the vision of the Se-
mantic Web as an open and global decentralized knowl-
edge space would greatly benet from the availability of a
large-scale service which may enable the systematic reuse
of URIs across independently produced Semantic Web con-
tents. Such a service, which we call anEntity Name System
(ENS), might play for the Semantic Web the role that the
DNS played for interlinking hypertexts on the Web. The key
idea behing the ENS is that any tool/application for creat-
ing content (not only Semantic Web) may be empowered
through simple plugins or extensions to interact with a net-
work of ENS servers. Here we show how this has been done
in a few prototypes for MS Word, Proege and an editor for
FOAF pro les.
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1. INTRODUCTION

In a note from 1998, Tim Berners-Lee described the grand
vision of the Semantic Web as follows:

Knowledge representation is a eld which is cur-
rently seems to have the reputation of being ini-
tially interesting, but which did not seem to shake

the world to the extent that some of its propo-
nents hoped. It made sense but was of limited use
on a small scale, but never made it to the large
scale. This is exactly the state which the hyper-
text eld was in before the Web [...]. The Se-
mantic Web is what we will get if we perform the
same globalization process to Knowledge Repre-
sentation that the Web initially did to Hypertext.

We understand this parallel as follows. Like the WWW pro-
vided a global space for the seamless integration of small hy
pertexts (or local \webs of documents") into a global, open,
decentralized and scalable publication space; so the Seman
tic Web should provide a global space for the seamless inte-
gration of small knowledge bases (or local \semantic webs")
into a global, open, decentralized and scalable knowledge
space.

Today, as a result of many independent research e orts and
commercial initiatives, relatively large and important kn  owl-
edge repositories (like DBpedia.org, GeoNames, DBLP) have
been made available which actually are (or can be easily
tranformed into) local \semantic webs", namely graphs of
resources connected through properties which are de ned in
some schema or vocabulary. Some of these repositories have
already been interlinked through the Linked Data initiativ. e
(seelinkeddata.org ). However, it is di cult to claim that
the interlinking of Semantic Web data is proceeding as fast
as expected in a fully decentralized and open process. Why?

The argument we put forward in this paper is the follow-
ing. On the one hand, the interlinking of local \webs of
documents"” into the WWW was largely made possible by
a key enabling factor: the introduction of a global refer-
ence and addressing mechanism for locating and retrieving
resources. This mechanism heavily depends on the availabit
ity of a global service, the DNS, which can resolve resource
identi ers (URLs) into physical locations on the Internet.
This is how one can be sure that, for example, a href link
to a Web resource will be always resolved to the appropriate
location on the Internet. On the other hand, the interlinkin g
of local \semantic webs" is based on (i) the introduction of
uniform identi ers for anything which can be named, includ-



ing concrete entities (people, geographical locations, ewents,
artifacts, etc.) and abstract objects (concepts, relation s, on-
tologies, etc.); and (ii) on the introduction of a generaliz ed
notion of link from simple hypertext links to any binary
relation between resources. Whenever a statement is made
about an entity e; in any location of the network, then such a
statement is in principle connected with any other statemen t
made about the same entity elsewhere and independently,
provided that (a) the same identi er (URI) is consistently
used for it; or (b) an explicit mapping between the di erent
URIs referring to the same entity is available. However, as
to the former, to date no scalable and open service is avail-
able to make possible and to support a consistent reuse of
identi ers for entities; as to the latter option, it seems to us
that it cannot easily scale to a scenario in which billions of
entities are identi ed through thousands of di erent URIs,
as it would require a huge number of owl:SameAsstatements
and their use would be computationally too expensive. This
situation undermines the practical possibility of a seamle ss
interlinking of local knowledge into the global knowledge
space envisage in the initial quote.

In this paper, we will try to defend the view that the prac-
tical realization of the grand vision of the Semantic Web as
a huge graph of interlinked data would be much easier and
faster if we could count on a service which, by analogy with
the DNS, we call an Entity Name System (ENS), namely a
service which stores and makes available for reuse URIs for
any type of entity in a fully decentralized and open knowl-
edge publication space. In this paper, we rst describe how
such a ENS should work; then we discuss the main issues and
challenges associated with the design and implementation o
a scalable and sustainable ENS; we present some preliminary
data on the advantages of this approach for information inte -
gration on the Semantic Web, and brie y sketch some simple
example of applications which are enabled to interact with
the ENS for creating new content ready for being interlinked
with pre-existing content.

2. AN ORDINARY DAY ON THE SEMAN-
TIC WEB

Imagine an ordinary day on the Semantic Web:

the University of Trento exports in RDF its biblio-
graphic database;

the WWW?2008 conference organizers make available
the metadata about authors and participants as part
of the Semantic Web Conference (SWC) initiative;

participants at WWW2008 upload their pictures on
http://www.flickr.com/ , and tag them;

some participants at WWW2008 attend a talk on FOAF
and decide to create their FOAF prole at http://
www.ldodds.com/foaf/foaf-a-matic and publish it on
their web server;

At the end of the day, a lot of related material has been cre-
ated. In principle, the newly created RDF content should al-
low Semantic Web programs to answer questions like: \Find

me which of my friends is attending WWW2008", \Find me
pictures of Mike's friends who are attending WWWwW2008",
\Find me the papers published by people of the University
of Trento (or their friends) accepted at WWW2008", and so
on. But, unfortunately, this can't be done. And the reason
is that any time an entity (Mike, WWW2008, University of
Trento, ...) is mentioned in one of the data sets, they are
referred to through a di erent URI. And this does not allow
browsing multiple RDF graphs based on the fact that the
same resource is referred to by the same URI.

This scenario is quite typical of how Semantic Web content
is produced today. Nearly like hypertexts in the pre-WWW
era, every tool for creating semantic content mints new URIs
for any resource, and this makes really di cult the bootstra p
of the global knowledge space envisaged by Tim Berners-Lee.
More and more attention is payed in reusing existing vocab-
ularies or ontologies, but statements about speci ¢ resour ces
(instances, individuals) cannot be automatically integra ted,
as there is nothing practically supporting the (desirable)
practice of using a single global URIs for every resource,
and resuing it whenever a new statement about it is made
through some content creation application.

The Linked Data initiative is a very relevant and promising
attempt to make this vision real. However, we believe that
we need something more structural to support the process of
interlinking RDF data. The ENS we will discuss in the next
section is our proposed approach and solution for addressirg
this issue in a systematic and scalable way.

3. ENS: ARCHITECTURE

Our current prototype implementation of an ENS service
is called Okkam and represents one node in a federated
architecture, which is depicted as a cloud in the center of
Fig. 1. The aim of the Okkam prototype is to provide a
basic set of ENS functionality, i.e. searching for entities,
adding new entities and creating new identi ers. The iden-
tiers that Okkam issues areabsolute URIs in the sense of
RFC3986 [2], which makes them viable global identi ers for
use in all current (Semantic) Web data sources; they fur-
thermore are valid UUIDs, i.e. identiers that guarantee
uniqueness across space and time which prevents acciden-
tal generation of duplicates and thus also enables their use
as primary keys e.g. in relational data sources.

What is illustrated in Fig. 1, and currently implemented as a
single node, is planned to become a distributed system that
is fully in line with the distributed nature of the (Semantic )
Web. It is important to note that what we are propagating

is an entity-centric approach, not an ENS-centric approach;
this means, for example, that data sources which have issued
their entities with Okkam identi ers will continue to be in-
tegratable on the entity level, disregarding the existance or
availability of an ENS server.

3.1 Interaction with Okkam

A critical feature of an ENS is to provide means for searching
for the identi er of an entity. This step is strictly connect ed
to the algorithm that supports the population of the sys-

!See http:/fjava.sun.com/j2se/1.5.0/docs/apiljava/
util/UUID.html  for details
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Figure 1: The ENS providing entity identi ers across system

tem's repository with new entities. Indeed, when a query
is submitted to the system, it has to decide if the query
corresponds to an entity already stored (and return the in-
formation about it) or if a new entity has to be generated.

Figure 2 illustrates the standard use-case for the okkamiza-
tion 2 of content, namely to query Okkam for the existance
of the entity at hand, and the re-use of a global identi er for
this entity. This would usually be achieved through func-
tionality provided by a client application, such as Foaf-
O-Matic or Okkam4P (see Sect. 6) which accesses the
Okkam API, and presents (if available) a list of top can-
didates which match the description for the entity provided
within the client application. If the entity is among these
candidates, the client agent (human or software) uses the
associated Okkam identi er in the respective information
object(s) instead of a local identi er. If the entity cannot be
found, the client application can create a new entry for this
entity in Okkam and thus cause an identi er for the entity
to be issued and used as described before.

3.2 Matching and Ranking in Okkam

In the areas of databases and information integration, ther e
is a substantial amount of related work that deals with the
problem of detecting whether two records are the same or
describe the same object.

The problem that we are dealing with in Okkam is very
similar to these, because we see the process of searching for
an entity as a matching problem of an entity description
against the set EP of all entity pro les 3

The matching problem in Okkam is however substantially
di erent from the following points of view:

1. The description of the entity that is searched for
can be generated by client applications that are of very
di erent nature, i.e. they can have limited capabilities
and e.g. only provide a simple query string, while oth-
ers have additional background knowledge available or
can provide (semi-) structured descriptions. It is thus
not foreseeable which name/value pairs a contains.

2We call okkamization the process of assigning anOkkam
identi er to an entity that is being annotated in any kind of
content, such as an OWL/RDF ontology, an XML le, or a
database, to make the entity globally identi able.

%Note that and EP are \compatible" for matching in the
sense that every elementE 2 EP contains a by de nition.
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boundaries.

2. Similiar to the rst point, the set of entity proles EP
is untyped, semi-structured and may as well hold arbi-
trary values. The combination of (1) and (2) make a re-
quired solution very di erent from most record-linkage
approaches in that these rely on xed (and/or iden-
tical) schemas, becauseOkkam cannot provide any
meaningful schema.

3. The objective is not deduplication (or Merge/Purge
etc.) but rather the production of a ranked list of can-
didate matches within a time frame of a few seconds.
For this reason, unoptimized approaches that perform
deduplication by iterating over EP in a serial fashion
have to be avoided.

The setting of our problem is thus very similiar to what
Pantel et al. describe about their Guspin system [12]: due
to the high level of heterogeneity on the schema level (or
in our case, the absence of such a level), we will pursue a
purely data-driven approach for entity matching.

For our rst prototype of Okkam , we have implemented
an exemplary matching and ranking algorithm. The objec-
tive was to provide an approach that solves the matching
problem described above, and can serve as a baseline and
benchmark for future developments.

Matching and ranking in Okkam is a two-step process: rst,
a set of candidate matches is retrieved from the storage back
end, which, in the second step, is ranked with respect to the
input query. With this approach we try to alleviate the prob-
lem that while storage backends such as relational databases
perform extremely well in its main purpose, the production
of ranked query results is not a \native" feature and thus
hard to achieve. Furthermore, it allows us to apply meth-
ods for ranking that such storage backends simply do not
provide.

Due to the dierences between the matching problem in
Okkam and much of the related work, we decided to pur-
sue an approach that is both schema-independent (entities
in Okkam are not described with a xed schema) and type-
independent (entities are untyped). The solution we came
up with is to see the EntityDescription . of an entity as a
type of document which we can compare against the Enti-
tyDescription ; that was provided in the input query. By
computing a similarity between the two, and doing so for all
candidate matches, we are able to provide a ranked query
result.
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Figure 2: Sequence diagram of a standard interaction with Ok

The resulting algorithm, called StringSimilarityRank |, is
the following (with ¢ being denoted by de and ;i by di):

d = concatenate(valuesOf(di))
forall candidates
¢ = concatenate(valuesOf(de))
s = computeSimilarity(d,c)
rankedResult.store(s)
rankedResult.sort()

The function valuesOf()
pairs that form part of , while  concatenate() creates a sin-
gle string from a set of strings; the combination of the two
creates a\document" that can be matched against another,
which is performed by the function computeSimilarity()

To compute the similarity between two descriptions, we have
selected the Monge-Elkan algorithm [10] as the result of ex-
tensive testing and evaluation of di erent algorithms. The
matching results that can be achieved with this approach
are satisfactory as a baseliné.

It is important to note that this matching approach is com-
pletely generic and \un-semantic”, in that it neither uses
background knowledge nor any kind of type-speci ¢ heuris-
tics to perform the described matching. This is in strong
contrast with other approaches for matching that are cur-
rently pursued in the Linked Data community, which heavily
rely on di erent kinds knowledge to perform such a match,
and as a consequence, require a special heuristic to be de-
veloped for dierent schemas or entity types. One exam-
ple is the matching of FOAF pro les based on the inverse
functional property of the email hash, which is a highly spe-
cialized combination of knowledge about the entity type, it s
schematic representation, and the available data. While we

4Experiments and results are currently submitted for publi-
cation and under review, for the reason of which we do not
report them in this article.
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believe that in the mid-term a well-designed set of special-
ized algorithms embedded in an adaptive system is a very
promising approach, for the current prototype we explicitl y
pursued the goal of implementing an algorithm that is com-
pletely independent of any such knowledge, and thus can be
used to any type of entity, in any representation.

4. ENS AND LINKED DATA

Currently, the most in uencial and interesting approach fo r
addressing the issues discussed so far in this paper is of
course the the Linked Data initiative °. Therefore, it is cru-
cial that we discuss the similarities, the di erences and th e
potential integration of our approach with the principlesa nd
practice of the Linked Data community.

The two approaches are based on a largely overlapping com-
mon ground. Both the Linked Data initiative and our ap-
proach have their roots in the fact that to achieve the vision
of the Semantic Web as a huge, distributed knowledge base,
it is necessary to nd a way to connect sets of statements
about the same object stored in di erent (RDF/OWL) data
sources, and that there currently exists a proliferation of
identi ers for the same object which makes some kind of
approach necessary to establish these connections, becaas
a mere RDF graph merging does not produce the desired
results.

In [1], Tim Berners-Lee de nes four major principles of link -
ing data on the (Semantic) Web. These are

1. Use URIs as names for things.

2. Use HTTP URIs so that people can look up those
names.

3. When someone looks up a URI, provide useful infor-

mation.

Shttp://linkeddata.org/



4. Include links to other URIs. so that they can discover
more things.

These principles represent { on a very high level { important
commonalities between the two approaches. In fact, when
analyzed, it becomes evident that the ENS approach (and
Okkam as an implementation) is fully in line with these
principles, because (1) URIs as identi ers (or proxies) for
things are central to its design; (2) Okkam provides reso-
lution of the URIs over HTTP; (3) when dereferenced over
HTTP, an Okkam URI provides what we call an Entity
Prole , i.e. the information that Okkam stores about an
entity for making it ndable and distinguishable from other
entities; and (4), because at the center of Okkam there is
the Reference Repository, which stores links to external data
sources that contain data, information or knowledge about
the entity, as a means to enable an entity-centric approach
to accessing information on the (Semantic) Web.

It is important to note that we do not talk about generic\re-
sources" as in pure RDF, but we distinguish \entities" and
abstract objects, very much as traditional Description Log ics
or OWL [14] distinguish individuals and classes. The rea-
son for this choice is that, even though the re-use of classes
de ned in OWL ontologies has not seen very large success,
nevertheless these classes are already uniquely de ned and
dereferenceable through their fully qualied names, unlik e
individuals or { in our nomenclature { entities.

Having said this, we want ot propose a critical look at the
approach advocated by the Linked Data initiative. One
very important dierence with the use of an ENS is the
fact that this initiative is working heavily on an  ex-post ap-
proach. One of the core principles is to establish links be-
tween resources that are considered \identical" by means of
an owl:sameAs statement between the di erent URIs denot-
ing the entities. This has two important consequences. First
of all, it must be noted that following such an approach in a
highly dynamic and extremely rapidly growing environment
such as the Web is truly a Sisyphean labor, because it re-
quires the permanent search, analysis and alignment of new
data, a task which { in theory { could partly be performed
by the individual publishers of data but { in reality { is cur-
rently performed by the initiative itself, which introduce s a
form of centralization which is probably not intended.

Nevertheless, one must admit that the initiative has made a
huge e ort to link a very large amount of data. This result
depends on specialized, data source-dependent heuristicsto
establish the owl:sameAs statements between resources, and
it requires the statements to be stored somewhere (again,
currently in a rather centralized fashion). These owl:sameAs
statements, being introduced ex-post have strong epistemic
issues (how can one know that a certain entity is the same
as another one, described somewhere else on the Semantic
Web?) and also very strong logical consequences. As the
OWL reference puts it: \Such an owl:sameAs statement in-
dicates that two URI references actually refer to the same

Shttp://fesw.w3.org/topic/TaskForces/
CommunityProjects/LinkingOpenData/
EquivalenceMining

thing: the individuals have the same ‘identity' " 7. In fact

it appears that the current use of owl:sameAs in the Linked
Data community is not entirely in line with this de nition
and usesowl:sameAs more like a Semantic Web substitute
forx a hyperlink instead of realizing the full logical conse -
quences.

Additionally, reasoning over owl:sameAs relations in dis-
tributed ontologies may be a complex task: the creation
of owl:sameAs statements among the URIs recognized to
identify \the same" entity implies the computation of the
transitive closure, potentially across the whole of the Se-
mantic Web. The transitive closure computation is known
to belong to the NL computational complexity class [13, 15],
an operation which may become overwhelming from a com-
putational point of view at the moment when the number
of created URIs and related owl:sameAs statements reach
the limits of current DL reasoners. One approach to deal
with this issue is to employ a data structure for represent-
ing equivalence classes, such as union- nd. However, it is
obvious that such a structure (i) has to be built, with the
problems mentioned before, and (ii) stored, which converts
a system that applies such a technique into a centralized
knowledge base that stores copies of distributed data. An-
other possible counter-argument to our criticism might be
that this is all a merely technical problem and that with
time the computational power will be su ciently improved.
However, in the moment the Semantic Web will continue
growing as desired, a proliferation of URIs in combination
with the computational e ort of a transitive closure com-
putation over owl:sameAs statements will in our opinion re-
main extremely costly and problematic, to say the least.
Indeed, if the Semantic Web is going to approximate the
present version of the web, it becomes hard to imagine a
reliable system answering queries over massive, distribued
transitive closures.

It is evident that the owl:sameAs approach does not address
the problem of multiple identi ers for the same entity, onth e
contrary: it supports their proliferation. This leads usto the
conclusion that the Linked Data approach as it is today may
be more suitable for browsing than for reasoning or querying,
and does thus is perhaps not the best way for realizing the
vision of the Semantic Web as a large, distributed knowledge
base.

The ENS, on the other hand, is clearly an a-priory approach.
The goal is to work against a proliferation of identi ers for
the same object in an architectural way. The bene ts of
this approach have previously been described, but the most
striking one for the Semantic Web community is the fact that

it will make the RDF graph merging what it was designed
for: seamless integration of RDF data as the base of query
answering over distributed data sets.

In the past, there have been critical opinions about the ENS
approach which we would like to discuss at this point. Some
of the issues mentioned are of social nature, for example tha
people would like to in uence the appearance of\their" URI,

or in general, have some control over the URI. This position

http:/iww.w3.org/ TR/owl-ref/#sameAs-def
8See e.g. http://en.wikipedia.org/wiki/Disjoint-set_
data_structure for an informal introduction.



implies that a URI encodes some kind of identity, which is
not straightforward and desirable in all cases: rst of all, it
mixes the identi er of an entity with knowledge about the
entity, an issue that becomes evident when for example an
email address is used as identi er and this email address
changes; such an information-bearing identi er would be-
come useless and lose its role as the sole and unique identi-
er for the object. Secondly, even though due to the current
composition of Semantic Web data [7] discussions are often
very concentrated about people data, of course the Seman-
tic Web clearly goes beyond the domain of people. Control
over their URI might be an issue for a selected group of
users, but in a vast amount of other cases nobody would
even consider argueing in this direction: today, IP addresses
for internet hosts get assigned without anyone asking for
e.g. the birth date of the owner being encoded in the ad-
dress; phone numbers, serial numbers for products, license
plates for cars, the address of a house or its geographical
co-ordinates, and much more, are only a few further exam-
ples. In our opinion, an anonymous identi er, such as the
ones issued byOkkam , that is not bearing or encoding any
information is much more suitable, helps prevent privacy is -
sues, is less prone to becoming obsolete, and { again { in
most cases is \socially" completely unproblematic because it
is not people-centric.

A second, important criticism has been the appearance of
the ENS as a\centralized" service that is in opposition with
how things should be done in the Web. Our rst response is
that the ENS is not by accident named in analogy with the
Domain Name System (DNS), a service that in the past has
received criticism because of its centralized nature. How-
ever, to date, and in spite of all its issues, no viable al-
ternative solution for the DNS mechanism has come into
existance (or has been widely adopted). The semantics of
the term \centralized" are also partly a matter of de nition

if { as it is our goal for the evolution of Okkam { such a
service is implemented in a distributed fashion by design,
say, for example on top of a high-performance peer-to-peer
infrastructure of Okkam nodes, then the argument of cen-
tralization begins to weaken. We do however think of an
ENS as an important piece of backbone infrastructure with
which the Semantic Web has the potential of reaching its
original goals without being in the permanent race of trying
to catch up with new data that have to be aligned ex-post.

This analysis might raise the impression that the two ap-
proaches, ENS and Linked Data, are two extreme positions
that are mutually exclusive, even though they pursue the
same high-level goals. We argue however that a co-existence
of both approaches is possible. As long as the available
amount of existing, unaligned (unlinked) data is still with in
manageable bounds, as we believe it is today but not for
very much longer, the e orts of the Linked Data initiative
can give important contribution precisely for aligning dat a
that have been created so far. In the meanwhile, the ENS
approach will be pursued and will { hopefully { catch up
and be widely adopted due to the push that the European
Commission's investment in the Okkam project represents
for the next years, with the e ect that in the mid-term the
proliferation of identi ers for entities will decrease. Th ese
two e orts combined have the potential to converge to a
status where the necessity for ex-post alignment of data will

be required on an increasingly smaller scale (which is de-
sirable because as we argued above it faces the enormous
challenge of the growth of the Semantic Web in general),
while \real" (URI-level) integration of Semantic Web data

will drastically increase, and thus move the Semantic Web
an important step forward, away from isolated knowledge
base fragments towards that global knowledge space that it
is envisioned to be.

5. ENS AND THE STRUCTURED DATA ON
THE WEB

Given that the ENS needs to have metadata about entities
to be able to perform entity matching, one could say as an
extreme that the ENS should ideally contain every piece of
structured information available on the Web. In practice,
we foresee the ENS to use a di erent approach and special-
izing on its tasks by holding a restricted and specialized sets
of attributes per entity while on the other hand leveraging
existing infrastructures that provide awareness and near r eal
time updates on information available on the Web of Data.

Sindice [11] is one such infrastructure which specializes n in-
dexing both all the RDF documents made available on the
Web, and structured information expressed using Microfor-
mats®. Sindice's task is to answer very low level queries such
as \give me documents which contain descriptions of an en-
tity named X" or \ nd documents which contain an entity
having property Y equal to Z"

Entity Centric | Semantic Web |
Search Engines Applications

Embedded
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Figure 3: Sindice and ENS.

We envision the relationship between user applications, ENS
and, for example, Sindice as depicted in Figure 3. Users
are expected to operate without directed awareness either o
the entity naming issues nor of the locations of semantically
structured data on the web. Users are instead expected to
operate directly on applications where semantics is used, eg.
as in Okkam4MSW or on foreseeable Entity Centric Search
Engines.

The applications will then use the ENS only for two specic
purposes: locating primary identi ers (or collections of i den-
ti ers) for entities, and to support the creation of new iden ti-
ers. Both when locating and when creating identi ers, just
very speci ¢ metadata will be used, typically a standardize d
subset of the complete information that the application has
about an entity. Thanks to the primary identi er, or the

9Seehttp://microformats.org/



list of identi ers, obtained by the ENS, the applications wi |l
then be able to e ectively operate on the Semantic Index-
ing engines such as Sindice. The application will therefore
be able to both locate the actual data sources, therefore ob-
taining the full metadata about the entities, and to adverti se
their newly created pieces of semantically structured data.

Clearly, it is envisioned that the ENS infrastructure and
structured data indexing engines such as Sindice will them-
selves continuously interoperate to perform their respective
tasks.

6. THREE ENS-ENABLED APPLICATIONS

To illustrate the viability and the usefulness of the approa ch,
we have developed three exemplary prototypes that have
been strategically selected from the area of content creation,
and serve as means to achieve ana priory alignment of
identi ers that we propagate in our approach. The reason

for this selection was the fact that the success of ENS ap-
proach entirely depends on the availability of a critical ma ss
of Okkam ized content, and of course on the availability of
tools for the creation of such content.

The three prototypes presented here are all available at
http://www.okkam.org  for download and test.

6.1 Okkam4pP

The rsttool is called Okkam4P [6], a plugin for the widely-
used ontology editor Proeg. This plugin enables the cre -
ator of an ontology to issue individuals with identi ers fro m
Okkam , instead of assigning local identi ers that bear the
risk of non-uniqueness on a global scale. The choice for this
tool was made based on two criteria, namely the target au-
dience being rather “expert' users of the Semantic Web, and,
secondly, the very wide usage of the Proeg editor, which
makes it a promising candidate for a rapid distribution of
the tool.

The plugin essentially supports the assignment of a global
unique identi er (the\ Okkam ID") to a newly created in-
dividual, rather than relying on manual input of the user
or the standard automatic mechanism of Proeg. To this
end, it implements the use-case illustrated in Fig. 2: based
on the data about an individual that are already provided
in the KB developed by the user, it queries Okkam to see
whether an identi er already exists which can be assigned to
the new created individual, otherwise a new identi er would
be created and used.

Access to the plugin is given through the context-menu of
an individual, as depicted in Fig. 4. The plugin then guides
the user through the search and selection process and nally
replaces the local identi er for the entity with the one re-
trieved from the ENS. The result is an OWL ontology that is
equipped with globally unique and re-usable identi ers and
thus enables vastly simpli ed, automatic integrations wit h
high precision. The plugin is available at the following URL :
http://www.okkam.org/projects/okkam4p

6.2 Foaf-O-Matic
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Figure 4: Assigning a global identi er to an individ-
ual.

The second application is called Foaf-O-Matic  [3], a WWW-
based service for the creation of Okkam ized FOAF° pro-
les. Indeed, FOAF is in our opinion one of the few real
success stories of the Semantic Web so far, as it is one of the
few applications that really contributed to the creation of
a non-toy amount of RDF data, with the special restriction
that the agreement on URIs for persons is extremely low [7].
As content creation tools for FOAF are mostly rather pro-
totypical, we decided to create a completely new applicatio n
that both serves the user due to state-of-the art technology
and at the same time creates Okkam ized FOAF pro les.

As we have explicated in [3], what is currently missing from
FOAF is a reliable and pervasive way to identify \friends".
The aim of creating the Foaf-O-Matic  application is not
only to provide an alternative to the well-known foaf-a-mat ic
application . The focus of the new application is to allow
users to integrate Okkam identi ers within their FOAF doc-
ument in a user-friendly way. In this way, it will be possible
to merge more precisely a wider number of FOAF graphs
describing a person's social networks, enhancing the inte-
gration of information and reach more easily the goal of the
FOAF initiative.

A view of the application layout is given in Figure 5: it in-
cludes functions to re-use existing FOAF pro les (1), a form
for describing oneself (2), the list of friends (3), and the f orm
for adding friends (4) which initiates the ENS search pro-
cess. The application is deployed and usable at the following
URL: http://www.okkam.org/foaf-O-matic

6.3 Okkam4mMsw

The last ENS enabled application we present is a tool called
Okkam4MSW , a MS Word plugin for the globally unique
identi cation of individuals in MS Word. Strictly speak-
ing, this tool is not a Web (or Semantic Web) tool; how-
ever, it illustrates how the OKKAM concept may go be-
yond RDF/OWL content and support also the annotation
of entities in non-structured formats/contents with globa |
identi ers, this way (i) making possible a progress in tra-

10 http://www.foaf-project.org
" http://www.ldodds.com/foaf/foaf-a-matic



Figure 5: Foaf-O-Matic The main interface of Foaf-
O-Matic.
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Figure 6: The Okkam4MSW interface.

ditional information retrieval with standard search engin es,
(ii) making easier the task of named entity recognition on in -
formation extraction and (jii) enabling the integration wi th
RDF/OWL knowledge.
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Figure 7: The search for recognized entities.

The great circulation of MS Word as a word processor is the
main reason for the choice of implementing Okkam4MSW .
It allows for the unique identi cation of entities inside te xt
documents created with MS Word. NLP and semantic tech-
nologies are used to detect the mention of an entity in the
text and to extract contextual information that enables the
matching decision within the OKKAM entity repository.

The plugin works as follows. The user writes a text us-
ing MS Word. The plugin identi es precisely or automati-
cally entities by means of a thorough processing and linguis-
tic disambiguation, which includes morphological, gramma r,
syntactic and semantic analyses of the text. All fundamen-
tal info for the disambiguation process, i.e. the whole sys-
tem knowledge, is represented as a concept-based semantic
network. Expert System's semantic network, called Sensi-
grafad, is a rich conceptual representation of the language
containing more than 400,000 concepts and millions of links
between these concepts (for English only).All entity writt en
with the rst letter capitalized, are considered candidate
entity and analysed within the structure of the sentence, in
the context semantic and logical role. Through this process,
the entity type identi ed are: people, companies, products ,
locations. The plugin can be accessed by means of a MS
Word-integrated toolbar (Figure 6). Once the entity is iden -
ti ed, the plugin returns its unique identi er from the ENS
{if found (Figure 7); otherwise a new identi er is generated
The analysis can be performed in real-time during document
typing, or o ine. The result is the option of uniquely choos-
ing the entity which need be inserted into the text, or the a
posteriori analysis of the whole document entities (Figure 7).
The Okkam URIs are stored in the MS Word document,
and becomes available for any use, including indexing from
search engines.

7. RELATED WORK

There are currently two major approaches which can be con-
sidered relevant for the topic described in this paper.



Figure 8: The outcome of the search for entities.

The rst is, of course, the Linking Open Data Initiative ,
which was extensively discussed and compared with the ENS
approach in Section 4.

The second is presented in Jari et al. [8]. In their work
resulting from the ReSIST project, these authors recently
came to a conclusion similar to the the one we expressed in
[4, 5], namely that the problem of proliferation of identie rs
and the resulting coreference issues should be addressed on
an infrastructural level. As a solution, they propose what
they call a Consistent Reference Service While we share
this general view, their point about URI potentially chang-
ing \meaning" depending on the context in which they are
used, is philosophically disputable: the fact that several en-
tities might be named in the same way (\Spain"the football
team, \Spain"the geographic location) must not lead to the
conclusion that they can be considered the same unter cer-
tain circumstances®?. Furthermore, their implementation of
\coreference bundles" which establish identity between enti-
tites, are in fact very similar to a collection of owl:sameAs
statements, that we discussed below.

Recently, it has been proposed to use an Semantic Web In-
dexing Engine like Sindice to locate the best URI for a per-
son®. The approach consists in lunching a query either on
the full name or on the SHA1 sum of the email of the per-
son that one seeks to nd an identi er for. The documents
which are returned by Sindice are then analyzed to locate
FOAF pro les which have the foaf:primaryTopic having a
matching name or email address. The URI of the primary
Topic node is then used as identi er. The approach is cer-
tainly interesting, but it is currently restricted to the id  enti-
cation of persons which have a properly crafted FOAF le
available online, furthermore assuming that there will be
no con icting or malicious information among the returned
documents.

8. CHALLENGES AND CONCLUSIONS

In the paper, we presented the idea and the results of a test
on ontology integration with a simple prototype of the ENS.
However, designing, implementing and making available the
ENS on a global scale involves some very di cult scienti ¢
and technological challenges. Here we list some chalenges,
and discuss how we think to address them in the FP7 project
OKKAM.

The rst big challenge has to do with the idea of recogniz-
ing that an entity named in some content (e.g. in an RDF
graph) is the same as an entity stored in the ENS repository.
This entity matching problem, which is obviously related to
well-known problems is several disciplines (e.g. named entty
recognition, coreference, object consolidation, entity r esolu-
tion), is one of the most important reasons why developing a
working and scalable ENS is intrinsically more di cult than
the DNS. The solution which we will explore in the project
is based on two ideas:

on the one hand, any entity will be stored in a ENS
server with its URI and a non xed set of attribute-
value pairs. This \pro le" of the entity is not meant
to be a source of correct and up-to-date information
about the entity, but as a minimal collection of infor-
mation that a human or a program can use to identify
an entity, or to distinguish between two entities. The
matching algorithm we used for the test in this paper
is quote simple, and is based on string similarity al-
gorithms; still, the results are encouraging We plan to
re ne this method with heuristic rules, possibily spe-
cialized for broad categories of entities (e.g. people,
organizations, locations, events, products, etc.);

on the other hand, we will investigate how we can
automatically build a contextual prole for entities
named in content specied in dierent formats (e.g.
text, HTML or XML les, RDF/OWL databases, re-
lational databases) and how such a pro le can be used
for matching the entity against the pro le available in
an ENS server.

A second issue has to do with bootstrapping the service.
This problem has two dimensions. First, we need to make
sure that the ENS is pre-populated with a signi cant number
of entities, so that there is a reasonable chance that people
nd a URI to reuse in their application; this will be done by
implementing tools for importing entities (and their prol es)
from existing sources (e.g. from DBpedia.org, DBLP, fact-
books, GeoNames, etc.). Second, and even more important,
we need to make sure that the interaction with the service is
integrated in the largest possible number of common appli-
cation for creating content. In Section 6 we described two
simple examles of how we imagine this interaction should
happen; however, it is our plan to extend the idea also to
non Semantic Web tools, like o ce applications, web-based
authoring environments (including forums, blogs, multime -
dia tagging portals, and so on). This approach should make
the interaction with the ENS very easy (ideally, the use need
not be involved, though he or she of course must be aware

of it, see below for this issue) and will slowly introduce the
good practice of OKKAMizing any new content which is
created on the Web.

2see e.g. Kripke [9]
Bgee http://www.wikier.org/blog/
using-sindice-to-get-the-best-uri-for-a-person .



A third big issue has to do with the scalability of the pro-
posed solution. Indeed, the number of entities which people
might want to refer to on the Web is huge, and the nhumber
of requests that the ENS might receive from OKKAM en-
abled applications can be extremely high. For this reason,
the architecture which we envisage for the ENS is totally dis -
tributed and decentralized, and is very similar to the DNS
architecture. However, there is a problem here: while the
DNS is organized hierarchically (mainly geographically), we
don't see any obvious way to subdivide the domain of entity
names in a hierarchical way. By design, we decided not to
impose any conceptual schema on entities, as this would mix
the naming service with a viewpoint on what is true about
an entity. But we can't assume that the ENS architecture is
completely at, as for example it would be extremely hard
to check whether an entity which someone is trying to create
through a ENS server already exists somewhere else. This
is perhaps the most important open issue in the proposed
approach.

Last but not least, we want to mention two non-technical
related issues. The rst has to do with acceptance: how
will we convince people to adopt the ENS? We already had
some feedback on the concern that the ENS might become a
way to track people or organizations, and therefore we need
to make sure that the bene ts outnumber the concerns by
proving the advantages of the service in a few very visibel
and popular domains. The secnd issue has indeed to do with
the general problem of guaranteeing privacy and security
of the ENS. As to this respect, it is important that we do
not raise the impression that the ENS is about storing lots
of information about anything. The pro les which we will
store will be minimal, and will have the only function of
supporting reasonably robust matching techniques. Also, we
need to make sure that people have some degree of control
on what can be stored in a pro le, what cannot, and on what
can be stored for improving matching but should never be
returned as the result of a query to the ENS.

We are aware that the challenges are quite ambitious, but

in our opinion the ENS has the potential to become the

factor which will enable the creation of the global, open

and decentralized knowledge space which Tim Berners-Lee
envisions in the quote we reported at the beginning of the

paper.
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